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Highlights

• We present a preconditioned conjugate gradient method for geostatistical

inversion

• The prior covariance matrix is used as preconditioner at negative compu-

tational cost

• The approach incorporates linearized uncertainty quantification

• The method is particularly efficient for the inversion of transient data

• Transient inversion may speed up experiments and improve quality of

inversion results
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Abstract

In the geostatistical inverse problem of subsurface hydrology, continuous hydraulic parameter fields, in most cases hydraulic

conductivity, are estimated from measurements of dependent variables, such as hydraulic heads, under the assumption that

the parameter fields are autocorrelated random space functions. Upon discretization, the continuous fields become large

parameter vectors with O
(
104 − 107

)
elements. While cokriging-like inversion methods have been shown to be efficient for

highly resolved parameter fields when the number of measurements is small, they require the calculation of the sensitivity

of each measurement with respect to all parameters, which may become prohibitive with large sets of measured data such

as those arising from transient groundwater flow.

We present a Preconditioned Conjugate Gradient method for the geostatistical inverse problem, in which a single

adjoint equation needs to be solved to obtain the gradient of the objective function. Using the autocovariance matrix of

the parameters as preconditioning matrix, expensive multiplications with its inverse can be avoided, and the number of

iterations is significantly reduced. We use a randomized spectral decomposition of the posterior covariance matrix of the

parameters to perform a linearized uncertainty quantification of the parameter estimate.

The feasibility of the method is tested by virtual examples of head observations in steady-state and transient ground-

water flow. These synthetic tests demonstrate that transient data can reduce both parameter uncertainty and time spent

conducting experiments, while the presented methods are able to handle the resulting large number of measurements.

Keywords: inverse modeling, geostatistical inversion, uncertainty quantification, nonlinear conjugate gradients,

preconditioning

1. Introduction

The spatially distributed hydraulic conductivity K(x) [LT−1] is widely considered as the most important parameter

field for groundwater flow and, indirectly, solute transport. EstimatingK(x) is a prerequisite for groundwater management,

assessment of solute transport in aquifers, and remediation of contaminated sites. Because direct measurement of hydraulic

conductivity can only be done in the laboratory using samples of aquifer material, the estimation of K(x) in the field

mostly relies on hydraulic-head measurements, either under conditions of ambient groundwater flow, or during hydraulic

tests [1, 2, 3, 4]. Additional information about hydraulic conductivity can be obtained from concentration data, e.g.,

from tracer tests, due to the dependence of the velocity on K(x) [5, 6, 7]. Traditional methods of estimating K(x) rely

1Corresponding author. E-mail address: ole.klein@iwr.uni-heidelberg.de
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on analytical solutions of the groundwater-flow and potentially solute-transport equations, typically assuming uniform

parameter values [e.g., 8, 9]. In hydrogeological and engineering practice, numerical models are commonly calibrated to fit

measured hydraulic heads and other observations, conceptualizing the subsurface as a set of space-filling, simple-shaped

geometric bodies, such as layers and blocks, with uniform hydraulic properties [e.g., 10]. Identification of the hydraulically

relevant geobodies, however, remains a challenge, and the hydraulic variability within the geological units may be larger

than between them.

In the last three decades, geostatistical methods have become widely accepted in order to characterize the spatial

variability of hydraulic subsurface properties across many scales, notwithstanding the identification of dominant geological

features [e.g., 11, 12, 13]. The key assumption is that the hydraulic-conductivity field is the outcome of a spatially

autocorrelated random process that is considered stationary unless data strongly supports spatial variation of statistical

properties. The geostatistical premise can also be used as prior information in the estimation of hydraulic conductivity as

a continuous spatial field from direct data, i.e., conductivity values themselves, and indirect data such as hydraulic-head

measurements. Upon discretization, one hydraulic-conductivity value is assigned to each node or element of a numerical

grid, leading to O
(
104
)

parameter values in 2-D, and O
(
106 − 107

)
in 3-D applications. In this context, the geostatistical

prior information acts as a regularization term, because the number of measurements typically is by orders of magnitude

smaller than the number of grid cells, resulting in an ill-posed inverse problem.

Most geostatistical inverse methods assume that the logarithm of hydraulic conductivity Y (x) is an – at least block-

wise – second-order stationary multi-Gaussian field. Some approaches replace the measurements of indirect data, such

as hydraulic heads, by virtual measurements of log-hydraulic conductivity itself at so-called pilot points [14, 15], master

points [16], or anchors [17]. Then the log-hydraulic conductivity field between these points is estimated by interpola-

tion or conditional simulation, and the inversion becomes estimating the virtual log-conductivity measurements. This

approach effectively reduces the number of parameters to be estimated, but can lead to bias in the conditional uncertainty

analysis, because the spatial patterns of the conditional Y (x)-field and its uncertainty differ whether hydraulic-head or

log-conductivity measurements are used for conditioning [18].

As alternatives to reduce the dimension of the parameter space, the eigen-decomposition-based Karhunen-Loève expan-

sion [e.g., 19, 20] and truncated singular-value decomposition methods [21, 22] have been used in geostatistical inversion.

These techniques act as low-pass filters. Deciding upon the right number of terms requires balancing the computational

effort and the accuracy of the inversion.

An extended group of mathematically similar geostatistical inverse methods rely on variants of the cokriging equations,

which can be derived from the Gauss-Newton method applied to the geostatistical inverse problem [23, 24, 25, 26, 27,

28]. While in the original Gauss-Newton method, the order of the system of equations to be solved is the number of

parameters [29], it is reduced to the number of measurements plus the number of deterministic drift coefficients in the

cokriging equations. A benefit of the approach is that it directly yields a linearized uncertainty estimate. A disadvantage

is that it requires the calculation of the full sensitivity matrix, that is the sensitivity of each measurement with respect

to each parameter. This can be achieved by analytical linearization about the prior mean [23, 25], thus neglecting the

non-linear relationship between hydraulic heads and log-conductivity in the inversion, direct numerical differentiation, or

application of adjoint-state methods [30]. The latter two approaches require solving equations of the same complexity as

the forward problem as often as either the number of parameters or the number of measurements. That is, the non-linear
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cokriging-type inversions become computational prohibitive when the log-conductivity field is highly resolved and many

measurements are to be inverted.

A large number of measurements is typically achieved in monitoring of transient state variables, such as hydraulic

heads during transient pumping tests or concentrations during tracer tests, which may pose a problem to cokriging-like

geostatistcal inversion as discussed above. Some authors recommend picking a selected small number of observations from

the continuous data streams [2, 31, 32], whereas others condensate the information to a few temporal moments [33, 34,

35, 36, 37]. Both approaches are associated with loosing information.

Recently, Ensemble-Kalman methods have become popular in geostatistical inversion [38, 39, 40, 41, 42]. In these

methods, an ensemble of realizations is used to compute the covariance matrices involving the dependent variables.

By this, the computation of the sensitivity matrix is circumvented. However, to avoid bias in the uncertainty estimates,

denoted filter inbreeding, either a large number of realizations are needed or techniques to inflate the conditional covariance

have to be applied after each conditioning step. As an alternative to performing Monte-Carlo simulations, second-order

moment-generating equations have been suggested to compute the underlying covariance matrices, but here the number

of partial differential equations to be solved equals the number of grid elements [43, 44].

In summary, the existing geostatistical inverse methods either rely on parameterizing the continuous fields with a

few terms, require the evaluation of as many adjoint problems as the number of measurements, condensate the data, or

demand the evaluation of large ensembles of parameter fields. Thus, despite progress made in inversion methods in the

last three decades, a choice between accuracy and computational efficiency has to be made.

The geostatistical inverse problem for transient data sets is conceptually similar to large-scale data-assimilation prob-

lems, such as those occurring in weather forecast [45, 46, 47] and oceanography [48]. Here, very large vectors of state

variables (with up to O
(
108
)

elements) are updated using smaller, but still large vectors of observations (with up to

O
(
106
)

elements) that depend on the state variables in nonlinear ways. In the variational approaches toward data assim-

ilation, an objective function is minimized that resembles that of the geostatistical inverse problem discussed here. The

sheer size of the state and observation vectors prohibits methods involving the full sensitivity matrix. Conjugate Gradient

methods, by contrast, require only calculating the sensitivity of the single-valued objective function with respect to the

vector of values to be estimated. The latter task can efficiently be done by adjoint-state methods. The method can be

expedited by choosing an appropriate preconditioning matrix.

Conjugate Gradient methods have already been used in the inversion of groundwater data, among others, in the pilot-

point/master-point approaches [14, 16]; but so far they have not been applied to the full geostatistical problem without

additional parameterization. A potential reason for that could be that evaluating the gradient of the prior term requires

solving a large system of equations involving the dense prior covariance matrix on the left-hand side. In the present paper,

we will show that the latter can be avoided by using the prior covariance matrix for preconditioning of the Conjugate

Gradient method.

The remaining article is structured as follows: Section 2 describes the inverse problem that is to be solved, stating the

forward model, its governing equations and the derivation of an objective function for the inverse problem through Bayesian

statistics. Section 3 discusses the solution of the arising optimization problem, describes the Gauss-Newton algorithm as

a reference scheme that is often applied and introduces the Conjugate Gradient method preconditioned with the prior

covariance matrix as an alternative. Section 4 lists the software packages used for the numerical implementation and spec-
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ifies implementation details. Section 5 shows the application of the discussed methods in a synthetic test case, comparing

the schemes regarding their computational cost and accuracy. Finally, section 6 introduces an eigen-decomposition-based

algorithm for linearized uncertainty quantification and applies it to the aforementioned synthetic test case.

2. Problem Statement

2.1. Governing Equations

For simplicity, we restrict the following analysis to the inference of the log-hydraulic conductivity field Y (x) from the

measurements of hydraulic heads φ(tm,xm) [L] at given measurement locations xm [L] and times tm [T ]. In 3-D domains,

the hydraulic-head field meets the following partial differential equation (PDE), known as groundwater-flow equation:

Ss
∂φ

∂t
−∇ · (K∇φ) = qφ, (1)

in which Ss = θ
%
∂%
∂φ + ∂θ

∂φ [L−1] denotes the specific storativity, where θ [-] is the porosity and % [ML−3] is the mass density

of water, and qφ(x) [T−1] is a volumetric source term. Under confined conditions, the two-dimensional, depth-integrated

groundwater-flow equation is formally identical to equation (1), but with depth-integrated coefficients Ss and K, then

called storage coefficient and transmissivity, and a depth-integrated source term qφ.

Under unconfined conditions, the water table forms the upper limit of the groundwater body, leading to the following

mildly nonlinear depth-integrated groundwater-flow equation:

Sy
∂φ

∂t
−∇ · (K(φ− zbot)∇φ) = qφ (2)

with Sy [-] being the specific yield, and zbot [L] the geodetic height of the bottom of the aquifer. For a flat aquifer bottom,

zbot drops out of equation (2) when φ is measured from the bottom of the aquifer. Because storage of water involves

filling and emptying pores in the capillary fringe of unconfined aquifers, whereas it is restricted to the compressibility of

the pores and water under confined conditions, the specific yield coefficient of an unconfined aquifer typically is about

three orders of magnitude higher than the storage coefficient of a confined aquifer.

We assume that these equations are defined in a domain Ω with boundary Γ, subdivided into the Dirichlet and Neumann

boundary segments, ΓDφ and ΓNφ , respectively. The following boundary and initial conditions hold:

φ = bDφ on ΓDφ , (3)

−K∇φ · n = bNφ on ΓNφ ,

φ = φ0 for t = 0,

with bDφ [L], bNφ [LT−1] and φ0 [L] representing the system state at the boundary and at the initial time, assumed to be

known, and n being the normal unit vector at the boundary pointing outwards.

In the following, we denote the numerical solution of the governing equations, subject to given boundary conditions

and at given measurement locations and times, the model F, which depends on the assumed log-conductivity field Y (x).

The corresponding observations are denoted z. In the absence of model, parameter, and measurement errors, F(Y (x))
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and z would be identical. F and z are both mz× 1 vectors, where mz is the number of observations. The key objective of

inversion is to find an inverse operator, inferring a suitable log-conductivity field Y (x) from the measurements z. Without

additional assumptions regarding the structure of the log-conductivity field Y (x), this is an inherently ill-posed problem.

2.2. Geostatistical Framework

In the geostatistical framework, we assume that the log-hydraulic conductivity field Y (x) = ln(K(x)) constitutes of

deterministic and random contributions:

Y (x) =

mβ∑

i=1

Xi(x)βi + Y ′(x) (4)

in which Xi(x) is the i-th deterministic trend function, βi is the corresponding drift coefficient, mβ is the total number

of drift terms, and Y ′(x) denotes the random contribution with zero mean and known covariance function QY ′Y ′(x1,x2),

assumed to be at least blockwise stationary:

QY ′Y ′(x,x + h) = E [Y ′(x)Y ′(x + h)] = QY ′Y ′(h) ∀ x, (5)

in which E [·] is the expected-value operator. Typically, a simple parametric function, such as the exponential or Gaussian

function with variance σ2
Y and directional correlation lengths λi, is chosen as covariance function QY ′Y ′(h).

The simplest trend model Xi(x) would be a constant mean, i.e., Xi(x) = 1 ∀ x. A set of trend functions can be used

to assign zones of different uniform deterministic contributions representing known geological structures, or assume simple

linear trends.

Upon discretization, the continuous log-conductivity field Y (x) becomes an mY × 1 vector Y, the discretized trend

functions Xi(x) become an mY ×mβ matrix X, and the discretized covariance function an mY ×mY covariance matrix

QY′Y′ , in which mY is the number of grid cells or elements:

Y = Xβ + Y′ (6)

where β is the mβ × 1 vector of drift coefficients. The stochastic fluctuations Y′ of log-conductivity are assumed to be

multi-Gaussian: Y′ ∼ N (0,QY′Y′). The drift coefficients β are assumed to be multi-Gaussian as well: β ∼ N (β∗,Qββ),

where β∗ is the prior mean of the drift coefficients and Qββ expresses the prior uncertainty of β.

2.3. Objective Function

Given this definition of Y, we derive an objective function quantifying the fitness of a given log-conductivity field Y

regarding the model F. In Bayesian statistics, we assume that information about the parameters Y exist in the form of a

prior probability density function p(Y) before we consider the measurements z. In Bayes’ theorem, the prior information

of Y and the statistical dependence of z on Y are merged to obtain the posterior probability density function of Y given

z:

p(Y|z) =
p(Y)p(z|Y)∫
p(Y)p(z|Y)dY

, (7)
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in which p(a|b) is the conditional probability density of variable a for given values of b. The first term in the nominator

is known as prior probability density of Y, the second as likelihood of the measurements z, and the denominator as

Bayesian model evidence. The latter is constant for a given set of measurements z and a given model, so that it acts as a

normalization constant that does not depend on Y. This simplifies equation (7) to:

p(Y|z) ∼ p(Y)p(z|Y). (8)

Using a Maximum A Posteriori likelihood (MAP) approach, we seek the maximizer Yopt of p(Y|z). Assuming multi-

Gaussian distribution of Y′, β and z, this is equivalent to maximizing:

W (Y′,β|z) := exp(−1

2
(Y′)TQ−1

Y′Y′Y
′) (9)

· exp(−1

2
(β − β∗)TQ−1

ββ(β − β∗))

· exp(−1

2
(z− F(Y′,β))TQ−1

zz (z− F(Y′,β))),

in which the expected value of the model outcome F(Y′,β) is the measurement z, and Qzz is the covariance matrix of

the observations, expressing measurement and model errors [see 49]. In practice, Qzz is a diagonal matrix containing

uncorrelated measurement errors, unless correlation information can be obtained [50]. Maximization of equation (9) is

equivalent to minimizing the negative of its logarithm, i.e.:

L(Y′,β|z) := Lprior(Y
′,β) + Llike(Y′,β|z) with (10)

Lprior(Y
′,β) :=

1

2


 Y′

β − β∗



T 
Q−1

Y′Y′ 0

0 Q−1
ββ




 Y′

β − β∗




Llike(Y′,β|z) :=
1

2
(z− F(Y′,β))TQ−1

zz (z− F(Y′,β))

The estimate Yopt returned by the inversion process is the minimizer of this objective function L. In equation (12),

Lprior plays the role of a penalty term for deviation from the prior knowledge, effectively regularizing the inverse problem,

and Llike penalizes deviations between observations and model outcomes. Introducing the concatenated parameter vector

V := ((Y′)T ,βT )T , its expected value V∗ := (0, (β∗)T )T and the prior covariance matrix

Qprior := QVV =


QY′Y′ 0

0 Qββ


 , (11)

equation (10) takes the form:

L(V|z) := Lprior(V) + Llike(V) with (12)

Lprior(V) :=
1

2
(V −V∗)TQ−1

prior(V −V∗)

Llike(V|z) :=
1

2
(z− F(V))TQ−1

zz (z− F(V))),
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The gradient of L with respect to V is:

∇L = ∇Lprior +∇Llike with (13)

∇Lprior := Q−1
prior(V −V∗)

∇Llike :=
(
I X

)T
(Hz

Y)TQ−1
zz (F(Y′,β)− z)

= (Hz
V)TQ−1

zz (F(V)− z)

where Hz
Y is the sensitivity matrix of the measurements z with regard to the log-conductivity field Y, i.e., the matrix of

partial derivatives of all model outcomes F with respect to all log-conductivity values Y, I is the identity matrix, and

Hz
V := Hz

Y

(
I X

)
(14)

is the sensitivity matrix regarding the concatenated vector V according to the chain rule.

3. Methods

3.1. Reference: Gauss-Newton Method

Minimization of L can be achieved using a variety of methods, e.g., the Gauss-Newton method or its stabilized version,

the Levenberg-Marquardt method. In addition to the gradient of L, these methods require information about the Hessian

of L and therefore typically assemble the whole sensitivity matrix Hz
Y.

The standard method to compute Hz
Y is via adjoint-state theory, both due to its efficiency and its accuracy [51].

Assembly of the whole matrix needs the solution of mz adjoint equations, one for each observation, and is therefore

expensive for large mz.

Another computationally expensive operation is the handling of products with Q−1
Y′Y′ . This matrix is of dimension

mY×mY. Since both QY′Y′ and Q−1
Y′Y′ are dense matrices, the application of standard iterative solvers or direct solvers

is impossible even for moderate mY. Efficient methods using the special structure of QY′Y′ and its origin in a stationary

Gaussian process have been developed [52], making it possible to store the matrix QY′Y′ in memory and compute matrix-

vector products with its inverse using Fast Fourier Transform (FFT) and an inner iterative method. While typically faster

than the assembly of Hz
Y, multiplication with Q−1

Y′Y′ remains an expensive operation.

Using matrix identities, the Gauss-Newton scheme can be rewritten to avoid this matrix multiplication, resulting in

the (iterative) cokriging equations [24]. A given estimate Yk−1 is used to assemble and solve the system:


Hz

YQY′Y′(H
z
Y)T + Qzz Hz

YX

XT (Hz
Y)T −Q−1

ββ




ξk
βk


 =


 ζz

−Q−1
βββ

∗


 (15)

with

ζz := z− F(Yk−1) + Hz
YYk−1

for ξk and βk and then sets the new estimate according to:

Yk := Xβk + QY′Y′(H
z
Y)T ξk. (16)
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Algorithm 1: Caching Prior Preconditioned Conjugate Gradients. Rk and Tk are the k-th residual and precondi-

tioned residual respectively, “orthogonalize” refers to equation (21), and “linesearch” to one of the step widths from

equations (30) and (31).

Input: initial value V0, auxiliary variable W0, R0 = 0, T0 = 0, p0 = 0, q0 = 0, stopping criterion

Output: MAP point Vopt

// set index

k := 0

repeat

// shift index

k → k + 1

// compute residuals

(Rk,Tk) :=
(
−∇L|Vk−1

,−Qprior∇L|Vk−1

)

// compute conjugation factor

βk := orthogonalize(Rk−1,Tk−1,Rk,Tk)

// set directions

(pk,qk) := (Tk,Rk) + βk (pk−1,qk−1)

// compute step width

γk := linesearch(Vk−1,Wk−1,pk,qk)

// define k-th iterations

(Vk,Wk) := (Vk−1,Wk−1) + γk (pk,qk)

until converged

// accept final iteration

Vopt := Vk

return Vopt

This system is much smaller than the normal equations of the original formulation and avoids multiplication with

Q−1
Y′Y′ , but still the whole matrix Hz

Y is needed several times per iteration step and consequently has to be assembled

once per step. Therefore, mz adjoint equations need to be solved to perform one step of this scheme.

Note that the normal equations and the function-estimate form of cokriging according to equations (15) and (16) yield

identical results. Equation (16) exemplifies the functional shape of the solution: the product of QY′Y′ with the i-th

column of (Hz
Y)T is QY′zi , the linearized cross-covariance function between Y and the i-th measurement. This implies

that the solution to the geostatistical inverse problem is the superposition of the deterministic trend functions Xi(x) and

the cross-covariance functions QY ′zi(x,xm,i) between the log-conductivity perturbations and each measurement zi.

3.2. Conjugate Gradient Method

In contrast to the Gauss-Newton method, the nonlinear Conjugate Gradient (CG) method only uses the gradient ∇L
of the scalar objective function with respect to the parameters. Given an initial guess V0 :=

(
(Y′0)T , βT0

)T
and setting

p0 := 0, the CG algorithm generates a sequence of approximations Yk through iteratively setting:

8
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pk := −∇L|Vk−1
+ γkpk−1 (17)

Vk :=
(

(Y′k)T , βTk

)T
:= Vk−1 + αkpk

Yk := Xβk + Y′k,

where

γk :=
〈∇L|Vk−1

, (∇L|Vk−1
−∇L|Vk−2

)〉
〈∇L|Vk−2

,∇L|Vk−2
〉 (18)

is the Polak-Ribière conjugation factor and αk is an optimal step width determined through line search. In equation (18),

〈·, ·〉 denotes the Euclidean scalar product of the two arguments. In the first iteration, k = 1, the negative of the gradient

∇L|V0 about the initial guess is taken as search direction p1.

In this scheme, the matrix Hz
Y only appears in a product with a vector (see equation (13)) and therefore does not

have to be explicitly assembled. The main idea is the reduction of the typically large number of equations required for

the full assembly to just a single combined adjoint equation that directly computes the product needed in equation (13).

A derivation for the case of head measurements can be found in Appendix A.

Assuming a PDE solver of optimal complexity, the computation of ∇Lprior is O (mY logmY) and that of ∇Lcond is

O (mY), resulting in a complexity of O (mY logmY) for both L and its gradient, independent of the number of observations

mz. The main point remaining is the constant hidden in these complexity estimates, as a theoretically perfectly scaling

algorithm is useless if it does not finish in an acceptable time frame.

The number of CG iterations is about an order of magnitude larger than expected from a Quasi-Newton method in the

case of the relatively low-dimensional problem in [53] and, as shown in section 5, the number of iterations needed may rise

so drastically with mY even for relatively simple synthetic cases that the computational cost soon becomes prohibitive.

The total number of PDEs to be solved, therefore, can exceed those of Quasi-Newton methods by orders of magnitude,

even though the number of PDEs per iteration is much smaller.

The remedy for slow convergence of CG typically is a good preconditioner. The locally optimal choice as a precondi-

tioner would be the inverse of the Hessian of L, which can be approximated by:

Hess(L) ≈ Q−1
prior + (Hz

V)TQ−1
zz Hz

V (19)

when neglecting second-order terms, i.e., terms containing ∂2Fi/(∂Yj∂Yk). This matrix is identical to the one appearing

in the normal equations of Gauss-Newton, as can be checked using the definition of Hz
V and simple matrix algebra, and

as before would require the full assembly of Hz
Y. Dropping the part containing Hz

V, and therefore Hz
Y, leads to the prior

covariance matrix Qprior as a preconditioner. This preconditioner is cheap, naturally acts as a low-pass filter for spurious

oscillations hindering convergence, and can lead to mesh-size independent convergence rates for the CG algorithm. While

the unpreconditioned scheme searches in the direction of −∇L, the modified algorithm becomes:
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pk := −Qprior∇L|Vk−1
+ γkpk−1 (20)

Vk :=
(

(Y′k)T , βTk

)T
:= Vk−1 + αkpk

Yk := Xβk + Y′k,

where again p0 := 0 and

γk :=
〈∇L|Yk−1

, (Qprior∇L|Yk−1
−Qprior∇L|Yk−2

)〉
〈∇L|Yk−2

,Qprior∇L|Yk−2
〉 (21)

is the conjugation factor modified for the preconditioned case. This is again combined with a line search along pk to

determine an optimal step width αk.

This particular choice of preconditioner has drastic consequences for the method itself. This can be seen by defining

the following auxiliary vectors:

Wk := Q−1
prior(Vk −V∗) (22)

qk := Q−1
priorpk.

where again V∗ = (0, (β∗)T )T .

A reformulation of the instructions (20) based on Wk and qk leads to:

pk = −Qprior∇L|Vk−1
+ γkpk−1 (23)

qk = −∇L|Vk−1
+ γkqk−1

Vk = Vk−1 + αkpk

Wk = Wk−1 + αkqk

together with

∇L|Vk−1
= Wk−1 + (Hz

V)TQ−1
zz (F(Vk−1)− z) (24)

and

L (Vk−1 + νpk) =
1

2
(Vk−1 + νpk −V∗)T (Wk−1 + νqk) (25)

+
1

2
(z− F(Vk−1 + νpk))TQ−1

zz (z− F(Vk−1 + νpk)).

for arbitrary scalar values ν.

Using equation (24), the gradient of L may be computed without the application of Q−1
Y′Y′ , and equation (25) allows

the evaluation of the objective function for the line search. If the tuples

(
Vk−1,pk−1,∇L|Vk−2

)
and

(
Wk−1,qk−1,Qprior∇L|Vk−2

)
(26)

are known, one may therefore compute the tuples

(
Vk,pk,∇L|Vk−1

)
and

(
Wk,qk,Qprior∇L|Vk−1

)
(27)
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using the expressions above, effectively performing a step of the scheme without any multiplication with Q−1
Y′Y′ .

Usually, the initialization involves Y′0 = 0 and β0 = β∗, and therefore W0 = 0. If another choice for Y0 is made,

a single initial application of Q−1
Y′Y′ is needed to compute W0. Further iterations may then be computed as above. See

algorithm 1 for a summary of these steps.

As the matrix Qprior only appears in front of the gradient in (21) and (23), the reformulation has replaced the

multiplication with Q−1
Y′Y′ in equations (12) and (13) by a single significantly cheaper multiplication with QY′Y′ . This

has the peculiar consequence that the preconditioner has “negative cost”, i.e., applying it to reduce the number of CG

iterations actually also reduces the computational effort of the individual iterations. This is amplified by the fact that

the preconditioned scheme produces smoother iterations, in many cases speeding up the solution of the PDEs as well.

The preconditioned CG method as presented therefore combines the benefits of Conjugate Gradients with those of the

modified Gauss-Newton scheme above, avoiding both multiplication with Q−1
Y′Y′ and assembly of the matrix Hz

Y.

Collecting all terms over k iterations yields the following general form of the stochastic contribution Y′:

Y′k =
k−1∑

i=0

QY′Y′(H
z,i
Y )T ξi (28)

which resembles the function-estimate form of the cokriging estimate obtained by the Gauss-Newton method according

to equation (16), the difference being that in the Gauss-Newton method only the sensitivity matrix of the last iteration is

used.

4. Numerical Implementation

The method described above is realized in the framework of the open-source software Distributed and Unified Numerics

Environment (DUNE) and its module DUNE-PDELab. This software package provides interfaces to a large variety of

computational grids [54, 55], finite-element basis functions and efficient solvers for PDEs [56, 57]. The module PDELab [58]

encapsulates these interfaces in an abstract and concise manner, allowing for the implementation of discretization schemes

with comparatively small effort. In the case of head measurements, a cell-centered finite volume (CCFV) scheme with

two-point flux approximation is sufficient, but using DUNE the presented method can be easily extended to geophysical

processes requiring specialized solvers and/or adaptive grid refinement. As solver for the systems of linear equations we use

BiCGstab with SSOR and an algebraic multigrid (AMG) preconditioner integrated into DUNE. For Fourier computations

we use the open-source FFTW library [59], and for the spectral decomposition described in Appendix B the open-source

Eigen library [60].

We discretize the domain using an equidistant grid, and we model both the log-conductivity field Y and the hydraulic

head with a single value per grid cell. The groundwater-flow equation is implemented using standard CCFV with implicit

Euler time stepping, and the harmonic average of adjacent cells is used as the value of K = exp(Y) on intersections.

For the evaluation of the contribution of the measurements to the step direction according to equation (20), we need

the gradients of both the hydraulic head φ and its adjoint ψφ (see Appendix A). We use a local Raviart-Thomas (RT0)

projection to calculate them from the finite volume solutions.

To perform a quadratic line search, the objective function along the search direction is approximated with a quadratic
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function:

L(Vk−1 + δek) ≈ aδ2 + bδ + L(Vk−1), (29)

where ek := ‖pk‖−1pk is the unit vector in direction pk, and the step width α is determined through minimization of

this approximation. To compute the unknown coefficients a and b, one may choose a fixed step ε, for example ε = αk−1,

compute L(Vk−1 + εek) and L(Vk−1 + 1
2εek) and solve for a and b:

a = 2

(
L(Vk−1 + εek)− 2L(Vk−1 +

1

2
εek) + L(Vk−1)

)
· ε−2 (30)

b = −
(
L(Vk−1 + εek)− 4L(Vk−1 +

1

2
εek) + 3L(Vk−1)

)
· ε−1

Or one may use the fact that the quantity ∇L|Vk−1
· ek is the directional derivative of L in direction ek and therefore

the derivative ∂L
∂δ of the restricted function at δ = 0, and compute a and b according to:

a =
(
L(Vk−1 + εek)− L(Vk−1)− (∇L|Vk−1

· ek) · ε
)
· ε−2 (31)

b = ∇L|Vk−1
· ek

This second approach requires one function evaluation less per line search and is therefore significantly cheaper. Both

approaches provide a step width α and a prediction of the resulting new objective function value through:

α := − b

2a
(32)

L(Vk−1 + αek) ≈ L(Vk−1)− b2

4a

The two CG schemes as implemented differ in several important details, in parts as a reaction to their performance in

numerical experiments:

• The unpreconditioned scheme tends to stagnate due to highly localized search directions and the resulting discretiza-

tion error. Approximation of the righthand sides of the adjoint equations with Gaussians can be used to circumvent

this, but the assembly of the righthand sides becomes more expensive, being O (mY) instead of O (mz). While this

stabilizes the method, its convergence rate remains mesh-dependent.

• The preconditioned scheme uses the gradient of L to compute the directional derivative for the line search according

to equation (31), and therefore needs only one additional function value along the line for quadratic interpolation.

The original scheme has to use equation (30) due to the systematic error introduced by the Gaussian approximation

above, thus raising the total number of PDE solutions per CG iteration from three to four.

• The preconditioned scheme relies on multiplications with QY′Y′ instead of Q−1
Y′Y′ , the second operation taking

significantly longer to compute. Due to the high cost involved compared to the solution of stationary PDEs, this is

the most significant difference in the case of steady-state inversion.

5. Numerical Examples

We compare numerical implementations of the three methods described above, namely: (a) the original CG scheme,

equation (17), (b) the preconditioned CG scheme, equation (20), and as reference (c) the Gauss-Newton scheme, equa-

tions (15), using the code of Schwede et al. [61], which was implemented in the same framework.
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Figure 1: Domain for synthetic tests with indication of well locations. Measurement wells form an equidistant grid in the center of the domain,

position of the four corner wells is kept fixed when mz is increased. Background: example synthetic field.

Table 1: Stochastic properties of the synthetic log-conductivity field Y.

Property Description Value

λ Correlation length 5[m]

Covariance model exponential

σ2 Prior variance 0.4

β∗ Prior mean -5.8

σ2
β Uncertainty of prior mean 0.05

In the applications, we consider a domain of size 100m×100m with an injection well in the upper part and an extraction

well in the lower part of the domain. As illustrated in Figure 1, an array of 4 × 4 observation wells is installed between

them. The head is set to a constant value at the boundary and the injection and extraction wells pump at a depth-specific

rate of 7.5 · 10−3[m2s−1]. The log-conductivity field Y is assumed to obey the stochastic properties listed in Table 1. As

trend model, a uniform deterministic mean is assumed, i.e., mβ = 1, X consists of an mY× 1 vector of unit elements, and

Qββ reduces to the scalar σ2
β. The measurement error of hydraulic head is assumed to be 10−2[m] for all measurements.

5.1. Inversion of Steady-State Hydraulic Heads

5.1.1. Algorithmic Complexity in mY

We generated ten different synthetic fields with the properties listed in Table 1 and calculated the corresponding head

measurement values at the observation wells using the steady-state groundwater-flow equation, i.e., equation (1) with

∂φ
∂t = 0.
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Table 2: Time to solution ttotal, number of iterations and mean time per iteration titer in dependency of the number of cells mY for a constant

number of measurements mz = 16.

Original CG

mY ttotal [s] Iterations titer [s]

642 30.3± 1.8 19.5± 1.2 1.55± 0.02

1282 347. ± 12. 27.0± 1.0 12.9 ± 0.3

2562 4070. ± 150. 52.7± 2.0 77.6 ± 2.4

5122 25700. ±1100. 93.2± 2.3 277. ±11.

Preconditioned CG

mY ttotal [s] Iterations titer [s]

642 5.8± 0.3 18.2± 1.0 0.32± 0.01

1282 25.6± 1.1 17.9± 0.8 1.43± 0.01

2562 117. ± 6. 17.4± 0.8 6.75± 0.04

5122 540. ± 17. 17.1± 0.6 31.7 ± 0.33

Gauss-Newton

mY ttotal [s] Iterations titer [s]

642 9.7± 0.4 3.3± 0.2 2.94± 0.02

1282 35.5± 1.2 3.2± 0.1 11.1 ± 0.07

2562 153. ± 5. 3.2± 0.1 47.8 ± 1.1

5122 735. ± 28. 3.2± 0.1 230. ± 5.

Subsequently, we generated white noise as measurement error that was added to the simulated head values to obtain

virtual data used in the inversion codes. Table 2 lists the computation time and number of iterations needed by the

different inversion methods as a function of the grid resolution. Figure 2 shows the same information graphically. In

all cases, the reported values are sample-means over the ten realizations with standard error. Stopping criterion for the

schemes is a reduction of L smaller than 1% per iteration. The computing platform was a 2x Dual-Core AMD Opteron

2220 at 2.8 GHz and 16GB of memory. While the code is fully parallelized, we only consider sequential runs to avoid

superposition of different effects in the timings. Figure 3 compares the true log-conductivity field and the estimates

obtained by the inversion methods for one particular example.

In the unpreconditioned case, denoted CG in Table 2, the number of iterations needed for convergence increases linearly

with the number of cells per dimension, while the time per iteration is dominated by the handling of the inverse of the

covariance matrix Q−1
Y′Y′ . This combination leads to very high computation times. The preconditioned CG scheme (PCG),

in contrast, shows no dependency of the number of iterations on the grid size, and the time per iteration is significantly

shorter than in the unpreconditioned case. As a result, the preconditioned scheme scales very well to finer meshes, while

the original scheme quickly becomes unfeasible. The number of iterations of the Gauss-Newton scheme is independent of
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Figure 2: Time to solution for the three considered schemes as a function of the number of cells mY, number of measurements mz = 16. The

standard error of the time measurements is too small to be displayed.

Table 3: Final objective function L (mean ± standard deviation over k = 10 examples) achieved by the three inversion schemes considered:

Original CG, preconditioned CG (PCG), and Gauss-Newton (GN) method.

mY CG PCG GN

642 9.97±1.49 7.92±1.18 7.62±1.20

1282 9.14±1.25 7.66±1.00 7.40±1.07

2562 9.88±1.38 7.48±1.02 7.29±1.09

5122 13.63±1.82 7.57±1.01 7.32±1.08

the grid size, and the time per iteration has the same complexity as in the case of preconditioned CG. While the scheme

takes more time per iteration, solving one adjoint equation per observation point, the number of iterations is significantly

lower. Note that the Gauss-Newton code uses a different I/O setup and more heavily relies on disk usage for storage of

intermediate results, and therefore no direct comparison of absolute times should be made. The total average effort in

terms of required PDE solutions is:

GN: 3.2[iters] · (1 + 16)[PDEs/iter] = 54.4[PDEs] (33)

PCG: 17.1[iters] · (2 + 1)[PDEs/iter] = 51.3[PDEs]

with little computational overhead, and therefore approximately the same for both schemes.

5.1.2. Quality of Results

In the Bayesian framework, twice the objective function achieved by the inversion method, 2 · Lopt, should follow a

χ2-distribution with ν = mz degrees of freedom [e.g., 62]. Then, the sum of 2 · Lopt,i over k = 10 samples follows a

χ2-distribution with ν = k ×mz degrees of freedom. As the mean and variance of the χ2-distribution with ν degrees of

15



ACCEPTED MANUSCRIPT

ACCEPTED M
ANUSCRIP

T

0 20 40 60 80 100
0

20

40

60

80

100

synthetic reference

0 20 40 60 80 100
0

20

40

60

80

100

Preconditioned CG

0 20 40 60 80 100
0

20

40

60

80

100

Gauss-Newton

Figure 3: Synthetic reference field and corresponding inversion results for steady-state confined flow for mz = 16 measurement locations

between the injection and extraction well, isolines using equidistant spacing with ∆Y = 0.15, the white box indicates the area used in a

posteriori analysis of the results. Gauss-Newton and preconditioned CG are in good agreement. PCG tends to be more compact and localized,

while Gauss-Newton generates smooth fields that radiate away from the observation points. Both schemes are able to capture the main features

of the underlying log-conductivity field.
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Figure 4: Time to solution for preconditioned CG and Gauss-Newton, mY = 2562.

freedom are ν and 2ν, respectively, the expected value and standard deviation of Lopt for k = 10 samples and mz = 16

observations are:

E[Lopt] =
mz

2
= 8 (34)

σ(Lopt) =

√
mz

2k
≈ 0.63

As can be seen from Table 3, the unpreconditioned scheme is typically over two σ away from the expected value, indicating

it may need further iterations to achieve full convergence. The preconditioned scheme and the Gauss-Newton scheme on

the other hand typically are within one σ from the expectation, suggesting they have indeed reached Lopt in the times

reported in Table 2.

5.1.3. Algorithmic Complexity in mz

For mz = 16 measurements, the preconditioned CG scheme and the Gauss-Newton algorithm have comparable times

to solution in the given example, see Figure 2. To analyze the influence of the number of observations mz, we repeat the

setup above, replacing the 4×4 measurement grid with m×m piezometers, where m ∈ {4, . . . , 10}. The computation time

and number of iterations needed by the different inversion methods as a function of the total number of measurements

are documented in Table 4 and Figure 4. The Gauss-Newton scheme shows a clear linear trend with regard to mz = m2,

compare Figure 4. This is expected, as the number of adjoint problems to solve per iteration equals the number of

observations mz. Preconditioned CG shows less pronounced behavior, with a slight increase in both the number of

iterations and the total time with increasing mz. Augmenting the table with the values for m ∈ {15, 20, 25, 30} displays

a constant number of iterations over a wide range, while the total time still exhibits a small dependency on mz. This is

most likely due to the assembly of the righthand side of the combined adjoint equation, a process that is technically of

first order in mz but negligible over the range of interest. The time to solution is therefore effectively constant due to the

fixed time per iteration and bounded number of iterations.
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Table 4: Preconditioned CG and Gauss-Newton reference code: number of cells mY = 2562, Time to solution, number of iterations, time per

iteration in dependency of number of measurements mz.

Preconditioned CG

mz ttotal [s] Iterations titer [s]

16 128.±10. 17.9± 1.2 7.11±0.08

25 159.± 7. 22.0± 0.9 7.22±0.07

36 162.± 7. 22.9± 1.0 7.09±0.09

49 162.± 6. 24.4± 0.7 6.62±0.10

64 161.±10. 22.6± 1.4 7.14±0.07

81 157.±11. 23.8± 1.7 6.62±0.06

100 174.±10. 26.1± 1.4 6.68±0.05

225 186.±16. 24.9± 2.0 7.45±0.12

400 184.±20. 23.1± 2.6 8.00±0.10

625 190.±10. 22.1± 1.2 8.60±0.05

900 224.±20. 24.6± 2.3 9.15±0.09

Gauss-Newton

mz ttotal [s] Iterations titer [s]

16 176.± 8. 3.3± 0.2 53.3 ±0.3

25 289.±12. 3.7± 0.2 78. ±1.

36 327.±11. 3.1± 0.1 105. ±1.

49 500.± 9. 3.0± 0.1 167. ±2.

64 630.±27. 3.1± 0.1 203. ±2.

81 950.±59. 3.4± 0.2 279. ±2.

100 1090.±50. 3.3± 0.2 330. ±4.
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5.2. Transient Inversion

As discussed above, the preconditioned CG scheme is computationally particularly advantageous when many measure-

ments are to be inverted. This is typically the case in transient flow. We thus turn back to the transient groundwater-flow

equation (2) for an unconfined aquifer with flat aquifer bottom.

In the example calculations, the specific yield Sy has a constant value of 0.15, the initial hydraulic head is assumed to

be 5[m], from time zero on the pumping rate is 3.75 · 10−2[m3s−1]. The temporal evolution at some of the observation

locations is depicted in Figure 6, showing a relaxation time in the order of hours.

Equation (2) describes the depth-integrated flow dynamics in an unconfined aquifer. There are at least four ways to

model this system:

Unconfined Transient (UT) Use the full equation (2), completely resolving the nonlinearities and temporal evolution

of the system.

Confined Transient (CT) Neglect the temporal variation of aquifer thickness, and simulate the system like a confined

aquifer, using the initial hydraulic head as thickness of the aquifer.

Unconfined Steady-State (US) Consider the steady-state limit of the full equation, i.e., set Sy = 0 in equation (2).

This steady-state system requires less computational effort to solve than the full transient one, but measurements

have to be acquired under conditions sufficiently close to steady state.

Confined Steady-State (CS) Combine the two simplifications of (CT) and (US), solving the stationary groundwater-

flow equation of a confined aquifer.

Restricting the analysis to the steady-state limit, as done in the strategies Unconfined Steady-State (US) and Confined

Steady-State (CS), is only possible when the observed hydraulic heads don’t change with time, i.e., are close to steady state.

This can only be achieved for comparatively small experimental domains. It also requires that all boundary conditions,

including pumping rates, can be kept constant until steady state has been reached. In practice, this is often difficult to

achieve, either because of malfunctioning equipment or due to fluctuations in the ambient flow regime. This necessitates

inversion schemes that can use truly transient observations as data. A potential additional advantage of inverting transient

heads is that the sensitivity patterns of heads with respect to the log-conductivity field shift during the transient flow,

facilitating a slightly better resolution or accuracy in the inversion. Conversely, transient heads depend on the specific

yield Sy or the specific storage coefficient Ss, which are uncertain parameters in field applications.

As the number of measurements typically is an order of magnitude larger than in the steady-state case and transient

equations take more time to solve, methods that rely on the full sensitivity matrix Hz
Y are inefficient for realistic spatial

resolutions. In the presented preconditioned CG scheme, however, the time to solution is independent of the number

of measurements to invert. Thus, the only computational disadvantage lies in performing transient simulations. In the

following, we thus restrict ourselves to the PCG scheme and compare transient to steady-state inversions, as well as

inverting the slightly nonlinear unconfined groundwater-flow equation to replacing it by a confined surrogate.

To quantify the benefits and drawbacks of the different inversion strategies listed above, the inversion process was

repeated for several synthetic fields, one of them presented here. Synthetic observations were generated using equation (2)
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Table 5: Time required for inversion and quality of the inversion results measured with two different norms. “a priori”: homogeneous field

Y ≡ −5.8, UT: unconfined and transient model, US: unconfined and steady-state, CT: confined and transient, CS: confined and steady-state.

Field iter ttotal ‖ · ‖2 ‖ · ‖QY′Y′

a priori – – 67.8 686.

UT 24 3150 49.7 354.

US 14 177 52.9 404.

CT 21 1180 50.2 362.

CS 16 119 53.3 410.

Table 6: Measurement-related part of the objective function for the four fields inferred by inversion.

Field Llike (stat) Llike (trans)

a priori 251.3 798.7

UT 22.0 1.9

US 1.3 206.1

CT 12.5 10.8

CS 5.7 167.0

for transient unconfined conditions, denoted Unconfined Transient (UT) above, 13 measurements per observation well

equidistantly between t0 = 0[s] and t12 = 3600[s] (transient observations) and one observation at the final simulated time

tmax each (steady-state observation). The 13 · 16 = 208 transient observations were then used for transient inversion using

first the correct equation Unconfined Transient (UT) and then the simplification Confined Transient (CT), with Sy and

qφ divided by the mean aquifer depth of 5[m] to get a depth-averaged formulation. In a similar fashion the 16 steady-

state observations were used for steady-state inversion using the stationary counterparts of said equations, Unconfined

Steady-State (US) and Confined Steady-State (CS).

The quality of the inversion results is quantified by applying the following norms:

‖ε‖2 := 〈ε|W , ε|W 〉 and (35)

‖ε‖QY′Y′ := 〈ε|W , (QY′Y′ε)|W 〉,

where ε := Yest−Yorig is the difference between the estimated and true synthetic field and W is the inner domain marked

by a white rectangle in Figure 5.

Figure 5 shows a comparison between the true log-conductivity field and the four estimates using the different inversion

strategies. Table 5 lists the computation time needed by the four inversion strategies and the accuracy of the inferred

log-conductivity fields using the metrics defined above, whereas Table 6 lists how well the simulations performed on those

fields reproduce the head measurements as quantified by the log-likelihood Llike.
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Figure 5: Synthetic reference field and corresponding inversion results for transient unconfined flow. mz = 16 measurement locations between

injection and extraction well, isolines using equidistant spacing with ∆Y = 0.15, the white box indicates the area used in a posteriori analysis

of the results. Inversion assuming unconfined conditions matches the generation procedure of the measurements and leads to a good inversion

output (top left), but using the simpler equation of a confined aquifer leads to similar results (bottom left). Using only the steady-state limit

of the hydraulic head as input the field is slightly less detailed than for full transient inversion (top right), while using the simplified formula

again has only a small impact on the inversion output (bottom right).

21



ACCEPTED MANUSCRIPT

ACCEPTED M
ANUSCRIP

T0 0.5 1 1.5 2

·104

4.8

5

5.2

5.4

Time t [s]

H
ea
d
φ
[m

]

Drawdown curve
Transient measurements

Figure 6: Typical evolution of head values at some of the observation wells, with observations used in the inversion added for one of the curves.

The following conclusions may be drawn from Tables 5 and 6:

• Transient inversion invariably takes longer than steady-state inversion due to the transient PDEs involved, and the

solution of nonlinear equations is typically more expensive than the solution of linear ones. The effort needed for

inversion is heavily influenced by these properties and the number of iterations needed for convergence.

• All considered strategies lead to fields which are significant improvements over the uniform initial guess. The fields

tend to be slightly better estimates when the underlying nonlinearity of the system is considered in the inversion,

and transient inversion consistently leads to better results than steady-state inversion.

• In the given example, the system needs at least three hours to approach steady state, whereas useful transient

observations may be obtained already within an hour or less. While these numbers depend on the geometry,

boundary conditions and parameters chosen in the virtual example, it is well known that unconfined aquifers take

comparably long to reach steady state and that transient pumping tests can be well analyzed long before steady

state is reached [8]. From an experimental point of view, canceling a pumping test before reaching steady state is

advantageous, but it requires methods for the interpretation of the data that can cope with transients.

• The applicability of the method is not hindered by the comparatively high sampling rate used for the transient

measurements. On the contrary, increasing the number of observations seems to improve convergence behavior, most

likely due to regularizing effects. It is therefore not necessary to preprocess and filter high-frequency measurement

data, and the associated loss of information and introduction of subjective measures can be avoided.

• Transient observations are significantly better at predicting the steady-state limit than vice versa, and using only

transient observations leads to better reconstruction of the underlying log-conductivity field than using steady-state

data. Therefore, since a transient phase has to be passed anyway when approaching steady state, the transient data

should be recorded and exploited in the analysis.
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6. Uncertainty Quantification

The PCG scheme presented above does not yield information about the uncertainty of the estimate, in contrast to

methods that assemble the full sensitivity matrix Hz
Y, like the Gauss-Newton method, which automatically provides

linearized uncertainty quantification. This makes a postprocessing step for uncertainty quantification necessary, since the

uncertainty of the parameters has to be taken into account when they are used for predictions. This section closely follows

an approach detailed in [63] and is an application of the methods from [64].

As outlined in equation (19), the Hessian of the linearized objective function is:

Hess(L) ≈ Q−1
prior + Mlike (36)

with

Mlike := (Hz
V)TQ−1

zz Hz
V (37)

=
(
I X

)T
(Hz

Y)TQ−1
zz Hz

Y

(
I X

)
.

In the framework of the linearized model, the posterior distribution is approximated using a multi-Gaussian distribution

centered on the parameter estimate. The posterior covariance matrix of the parameters is approximated as the inverse of

the Hessian:

Qpost ≈
(
Q−1

prior + Mlike

)−1

(38)

=
(
Q−1

prior + (Hz
V)TQ−1

zz Hz
V

)−1

Factoring out the square root Q
1/2
prior of the symmetric positive definite prior covariance matrix Qprior yields:

Qpost = Q
1/2
prior (I + Nlike)

−1
Q

1/2
prior (39)

with

Nlike := Q
1/2
priorMlikeQ

1/2
prior (40)

= Q
1/2
prior(H

z
V)TQ−1

zz Hz
VQ

1/2
prior,

and Qpost can be computed by finding a suitable representation of (I + Nlike)
−1

. The above transformation is closely

linked to the PCG scheme discussed above, with (I + Nlike) being the Hessian of the preconditioned objective function, i.e.,

the objective function expressed as a function of Q
−1/2
prior V instead of V. Similarly, the step direction of the preconditioned

CG scheme, equation (20), is the gradient of this transformed objective function with respect to Q
−1/2
prior V, expressed

using V instead. Note that by construction Nlike is a symmetric positive semidefinite matrix. Computing its spectral

decomposition leads to:

Qpost = Q
1/2
prior

(
I + UΛUT

)−1
Q

1/2
prior, (41)
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Algorithm 2: Randomized Eigenvalue Decomposition. In the presented test case, multiplication with Q
1/2
prior is

approximated using circulant embedding. The perturbation scale σr should be small enough to provide useful

results, e.g., 10−4 in the presented case.

Input: MAP point Vopt, perturbation scale σr, tolerance tol� 1

Output: matrix of eigenvectors Ur and matrix of eigenvalues Λr

// set index

k := 0

// compute model outcome

zopt := F (Vopt)

 create empty matrices P for preimages and W for images

repeat

// shift index

k → k + 1

// generate uncorrelated perturbation and append to P

Vk ∼ N
(
diag(σ2

r),0
)

// transform into correlated perturbation

W
(0)
k := Q

1/2
priorVk

// compute model outcome

zk := F
(
Vopt + W

(0)
k

)

// apply adjoint state method

W
(1)
k := (Hz

V)TQ−1
zz (zk − zopt)

// calculate image of perturbation and append to W

Wk := Q
1/2
priorW

(1)
k

 construct orthonormal matrix C spanning same space as W

// compute condensed operator

B :=
(
CTW

) (
CTP

)−1

 determine spectral decomposition B = SkΛkS
T
k

until smallest eigenvalue in Λk < tol

// set number of eigenvectors

r := k

// set matrix of eigenvectors

Ur := CSr

return Ur and Λr;
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in which U contains the eigenvectors of Nlike and Λ is the diagonal matrix of the corresponding eigenvalues. Further note

that the rank of Nlike is bounded by that of its constituent matrix Q−1
zz and therefore by the number of measurements

mz. This implies that the eigenvalues decay rapidly, and we may approximate Nlike by a decomposition neglecting all but

the largest r ≤ mz eigenvalues:

Qpost ≈ Q
1/2
prior

(
I + UrΛrU

T
r

)−1
Q

1/2
prior, (42)

where Λr = diag(λi)0<i≤r contains the r largest eigenvalues and Ur the corresponding eigenvectors. A randomized

algorithm for such a partial spectral decomposition is presented in algorithm 2, and a more detailed description can

be found in Appendix B. Applying the Sherman-Morrison-Woodbury formula (matrix inversion lemma) [65] for the

calculation of the inverse gives:

(
I + UrΛrU

T
r

)−1
= I−UrΥrU

T
r +O

(
mY∑

i=r+1

λi
λi + 1

)
(43)

with

Υr := diag

(
λi

λi + 1

)

0<i≤r
(44)

which results in the estimate:

Qpost ≈ Qprior −Q
1/2
priorUrΥrU

T
r Q

1/2
prior (45)

This scheme is computationally efficient if the costs for the evaluation of the truncated eigen-decomposition are small and

if r � mz. Multiplication with Q
1/2
prior can be computed at low cost by FFT-techniques by replacing the eigenvalues of

QY′Y′ with their square roots. In contrast to Q−1
prior, which amplifies modes that have high frequency, the matrix Q

1/2
prior

penalizes such contributions and acts as a smoother. As a consequence, the systematic error due to boundary effects is

negligible if Y′ is close to zero in the vicinity of the domain boundary. This can be checked by using the ODE-based

technique from [66] to perform exact multiplications with Q
1/2
prior, or by considering the decomposition:

Qpost = Qprior −Qprior(H
z
V)T

(
Qzz + Hz

VQprior(H
z
V)T

)−1
Hz

VQprior (46)

= Qprior −Qprior(H
z
V)TQ−1/2

zz (I + Olike)
−1

Q−1/2
zz Hz

VQprior (47)

with

Olike := Q−1/2
zz Hz

VQprior(H
z
V)TQ−1/2

zz , (48)

again an application of the matrix inversion formula. The latter approach shifts the matrix root to the measurement

covariance matrix, typically assumed to be diagonal. In our numerical experiments, the approximate multiplication with

Q
1/2
prior results in a relative error in the posterior variance estimate that is below 7.0 · 10−2 in the maximum norm and

5.5 · 10−3 in the L2 norm when compared with the two approaches above. This is comparable to the relative error

between the implementations of the two mathematically exact approaches, which is 3.0 · 10−2 in the maximum norm and

3.5 · 10−3 in the L2 norm. We therefore conclude that the approximate multiplication with Q
1/2
prior is adequate in the given

situation, noting that the other two approaches are significantly more expensive. Alternatively, one may consider the

method presented in [67], which solves a generalized eigenvalue problem instead and thereby avoids multiplications with

the root Q
1/2
prior.
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6.1. Remarks Concerning the Application and Computational Costs

In contrast to the prior distribution, the posterior distribution is non-stationary, and therefore an equally compact

form of storage cannot be expected. However, due to the symmetry of the expression, computational costs may be saved

by storing the matrix:

A := Q
1/2
priorUrΥ

1/2
r , (49)

which can be computed with r applications of forward and inverse FFT for the multiplication with Q
1/2
prior. The posterior

covariance between two component vectors V and W can then be computed according to:

VTQpostW = VT (QpriorW)− (ATV)T (ATW), (50)

requiring only a single multiplication with Qprior besides simple matrix algebra.

In particular, the variance of the individual components Vi can easily be computed with the expression above, leading

to:

σ2
(Yi|z) = σ2

Y −
r∑

j=1

(Aj)
2
i . (51)

Note that, up to stochastic fluctuations in the computation of the eigenvectors and eigenvalues, i.e., the non-deterministic

nature of the construction as detailed in Appendix B, the outlined scheme is by construction a monotonically decreasing

sequence in r, since increasing r by one simply subtracts the additional entry (Ar+1)2
i ≥ 0. Even small r therefore result

in at least an upper bound of the variance, and consequently the variance cannot be underestimated.

We may now compare the memory requirements and computational cost of the presented approach with those of the

full assembly of Hz
Y. The algorithm as presented requires its maximum amount of storage when the eigenvalues are

computed, since three mY × r matrices have to be stored according to Appendix B, resulting in 3rmY data entries.

Direct computation of Hz
Y, in contrast, requires mzmY data entries stored, which is lower when r exceeds 1

3mz. For the

computation of the storage-efficient formulation (45), r+ 1 forward model runs, r adjoint model runs, and 3r applications

of forward and inverse FFT are required. For comparison, the computation of the full Jacobian Hz
Y, needed for the

evaluation of equation (37), requires mz adjoint runs. The quasi-linear geostatistical approach [24, 68] makes use of

matrix identities to avoid the inversion of the large Hessian matrix as indicated by equation (37). In the latter scheme,

besides evaluating the full Jacobian, mz applications of forward and inverse FFT and some minor linear algebra of smaller

matrices are needed. That is, the evaluation of the estimation variance is computationally more efficient using the full

Jacobian, if r is larger than 1
2mz. The efficiency of the truncated method presented here therefore crucially depends on

its ability to generate good results with r < 1
2mz, preferably r < 1

4mz.

There is no need to predefine r before evaluating the estimation variance, since the randomized algorithm of Appendix

B can reuse intermediate results when r is increased. For a large number mz of measurements, we thus recommend

increasing r successively by one until a convergence criterion in the approximated estimation variance is met. An obvious

candidate for such a criterion is λr � 1, since this results in a small truncation error for the application of equation (43).
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Table 7: Number of eigenvalues required by the randomized uncertainty quantification for each of the four scenarios, resulting number of PDEs

that have to be solved, and number of PDEs for the construction of Hz
Y.

Field r PDEs mz

UT 23 48 208

US 16 38 16

CT 29 64 208

CS 16 38 16

6.2. Numerical Examples

We apply an implementation of the presented uncertainty quantification to the inversion results of section 5.2, using

λr � 1 as a stopping criterion. The required number of eigenvalues r and number of PDEs are documented in Table 7.

The number of FFT applications has the same dependence, and the cost of the r× r spectral decomposition is negligible.

We employ a small amount of oversampling to make the method more robust, and therefore the number of PDEs is slightly

larger than 2r. For the two steady-state scenarios the presented method requires more PDEs than the construction of Hz
Y.

For the two transient scenarios, however, the eigen-decomposition reduces the required number of PDEs significantly when

compared with those for the assembly of Hz
Y. The number of relevant eigenvalues r can be interpreted as the effective

rank of Nlike [69], which is determined by the effective rank of Hz
Y. The inner structure of the model equations can lead

to interdependence of the components of the model outcome F(Y′,β), compare figure 6, and in this situation a truncated

eigen-decomposition is advantageous.

Figure 7 shows the results of the uncertainty quantification for the four scenarios. The uncertainty estimates for the

transient formulations indicate a significant reduction of uncertainty between the two points of external forcing and the

measurement locations. The uncertainty of the parameters is consistently higher for the scenarios using the steady-state

limit. This is in good agreement with the results of section 5.2.

Figure 8 provides an example of the evolution of the approximate spectrum of (I + Nlike) and the resulting estimated

posterior variance in the course of the randomized algorithm. The sequence of spectra is pointwise monotonically increasing

in r and bounded from above by the exact spectrum. According to equation (51), this produces a sequence of posterior

variance estimates that is – at least up to stochastic fluctuations – pointwise monotonically decreasing. This is confirmed

by the partial results that are obtained for r = 5, r = 10 and r = 15. Note that the result for r = 15 is already very close

to the final estimate.

7. Conclusions

We have presented a geostatistical inversion method that can deal with large data sets, as generated by time-dependent

groundwater flow. The inversion kernel is a Preconditioned Conjugate Gradient method using the prior autocovariance

matrix of the parameters as preconditioner. The gradient of the objective function is computed by an adjoint formulation,

and the computational effort for this task does not depend on the number of measurements to be inverted.
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Figure 7: Linearized uncertainty quantification for the inversion results of figure 5. mz = 16 measurement locations between injection and

extraction well, isolines using equidistant spacing with ∆var = 0.015, the white box indicates the area used in a posteriori analysis of the results.

Displayed values are sum of variance estimate of local parameter and variance estimate of posterior mean, neglecting effects of cross-correlation.

Inversion based on transient data significantly reduces the uncertainty of the parameters between the points of forcing and the measurement

locations (left). Measurements of the steady-state limit are less sensitive and reduce uncertainty only in the direct vicinity of the measurement

locations (right).
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Figure 8: Spectrum of approximation of preconditioned Hessian, i.e., (I + Nlike), and corresponding estimate of the posterior variance as a

function of the number of recovered eigenvalues r. Only the first 30 eigenvalues are shown, with the rest of the 256 × 256 = 65536 eigenvalues

being effectively one due to the low rank of Nlike. The estimated posterior variance is pointwise monotonically decreasing in r. The estimate

for r = 10 is accurate enough to capture the general shape of the exact result, and the updates from r = 15 onwards are negligible.

29



ACCEPTED MANUSCRIPT

ACCEPTED M
ANUSCRIP

T

We have demonstrated the feasibility of our approach through comparison with an already well established method

for geostatistical inversion, applied to steady-state head observations. Compared to the reference Gauss-Newton scheme,

the presented algorithm consistently achieved convergence in the same time frame or faster, yielding inversion results of

the same quality. The new approach displayed quasi-constant complexity with regard to the number of observations, a

feature that the Gauss-Newton method lacks.

We have applied the presented method to a synthetic case study of an unconfined aquifer. The inversion method was

able to operate directly on high-dimensional noisy data, making preprocessing techniques or data filtering unnecessary.

Inversion results based on transient data were consistently closer to the synthetic ground truth than results based on

steady-state data, and transient results were better at predicting steady-state results than vice versa. Therefore, transient

inversion can potentially improve the quality of parameter estimation results when compared to steady-state inversion.

In real experiments, obtaining steady-state data can be significantly more labor-intensive than obtaining transient

data, since the physical system requires time to attain steady state. In the case of larger domains one may have to rely

on natural forcing due to limited resources, and in such a scenario steady-state observations are outright impossible. We

therefore come to the conclusion that transient inversion has a wider range of applicability and potentially higher accuracy

than steady-state inversion, and that the potential reduction in cost of experiments, measured in experimenters’ expended

field time and resources, outweighs the increase in computational cost that transient inversion entails.

A known disadvantage of CG-type inversion in comparison to Gauss-Newton or Ensemble-Kalman methods is that the

scheme exclusively provides the best estimate but no associated uncertainty. We have presented a randomized method for

linearized uncertainty quantification, based on a truncated spectral decomposition. This scheme takes advantage of the

inner structure of the model equations and potentially reduces the number of PDEs that have to be solved for uncertainty

quantification. While the new approach turned out to be more expensive for steady-state flow problems with isolated

head observations, it leads to a significant reduction of computational effort in the case of transient data.

While this work presents the algorithm in its basic form, we omitted aspects that are necessary for real-world applica-

tion, namely the handling of three-dimensional observations and the inclusion of several types of observations (hydraulic

heads, tracer data, data obtained by geophysical monitoring, among others [61]). Preliminary results in this regard have

been promising [70], and we will elaborate on these points in future work. Another aspect we set aside for later inspection

are techniques for further acceleration of the inversion process, like domain decomposition methods, a grid hierarchical

version of the Conjugate Gradient algorithm, and extension of the approach to matrix-free Quasi-Newton methods.
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Appendix A. Adjoint State Theory

We derive an adjoint formulation for the sensitivity matrix ∂φ
∂Y for the groundwater-flow equation (1) through ap-

plication of linear perturbation theory. Let δY be a small perturbation of the field Y , and let φi be one of the head

30



ACCEPTED MANUSCRIPT

ACCEPTED M
ANUSCRIP

T

measurements with (xi, ti) being its coordinates in space and time. Replacing Y with Y + δY in equation (1) leads to

Ss
∂(φ+ δφ)

∂t
+∇ · jφ(Y + δY , φ+ δφ)− qφ = 0 (A.1)

jφ(Y + δY , φ+ δφ)

= − exp(Y + δY )∇(φ+ δφ)

with boundary and initial conditions

φ+ δφ = bDφ on ΓDφ , (A.2)

jφ · n = bNφ on ΓNφ ,

φ+ δφ = φ0 for t = 0,

where δφ is a small perturbation in the solution φ. Subtracting this equation from the original one using

exp(Y + δY ) = exp(Y ) · exp(δY ) ≈ K · (1 + δY ) (A.3)

yields the PDE

Ss
∂δφ
∂t

+∇ · jδφ = 0 (A.4)

jδφ := −K(δY∇φ+∇δφ),

where terms that are nonlinear in the perturbations δY , δφ have been neglected. Together with the initial and boundary

conditions

δφ = 0 on ΓDφ , (A.5)

jδφ · n = 0 on ΓNφ ,

δφ = 0 for t = 0,

obtained by subtracting equation (3) from equation (A.2), this describes the mapping of a small change in Y to the

corresponding change in φ. Multiplication of equation (A.4) with a test function ψφ and integration over the domain Ω

and the time frame T = [0, tmax] leads to

∫

Ω×T

ψφ ·
(
Ss
∂δφ
∂t

+∇ · jδφ
)

= 0. (A.6)

Integration by parts using the chain rule

δφ∇φ = ∇(δφφ)− φ∇δφ (A.7)

yields the following equation, up to boundary integrals:

∫

Ω×T

δφ ·
(
−Ss

∂ψφ
∂t

+∇ · jψφ
)

+ δY · (K∇φ · ∇ψφ) = 0

(A.8)

jψφ := −K∇ψφ
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Setting

ψφ = 0 on ΓDφ (A.9)

jψφ · n = 0 on ΓNφ

ψφ = 0 for t = tmax,

all boundary integrals missing in (A.8) vanish. If in addition ψφ satisfies

−Ss
∂ψφ
∂t

+∇ · jψφ = −δ(x− xi)δ(t− ti) (A.10)

on Ω, equation (A.8) becomes

∫

Ω×T

δY · (K∇φ · ∇ψφ)

=

∫

Ω×T

δφδ(x− xi)δ(t− ti) = δφi , (A.11)

where δφi = δφ(xi, ti) is the perturbation in the observation φi.

Equation (A.10) is a linearization of (1) with reversed propagation in time and homogenized boundary conditions,

equation (A.9), and is called the adjoint equation of the groundwater-flow equation with regard to φi. Choosing

δY (x) :=




δYj x ∈ Vj

0 else,

(A.12)

where Vj ∈ Ω is the subdomain associated with Yj and δYj is a small constant, gives the estimate

∂φi
∂Yj
≈ δφi
δYj

=

∫

Vj×T

K∇φ · ∇ψφ. (A.13)

Therefore, solving the adjoint equation (A.10) for an observation φi gives the corresponding row ∂φi
∂Y of the sensitivity

matrix ∂φ
∂Y . For any weight vector η, solving

− Ss
∂ψφ
∂t

+∇ · jψφ

= −
∑

i

ηiδ(x− xi)δ(t− ti) (A.14)

instead of (A.10) gives the linear combination
∑
i ηiψφ and finally using (A.13) the combination of rows ηi

∂φi
∂Y . Choosing

η = Q−1
φφ(φ(Y, i)− φi), (A.15)

where φ(Y, i) is the solution of the forward model at (xi, ti), lets us evaluate the matrix-vector product in the gradient of

L, equation (13). Computation of η is usually cheap, since the measurement error covariance matrix Qφφ is much smaller

than QY′Y′ and often assumed to be diagonal.

The adjoint for the groundwater-flow equation under unconfined conditions can be derived in a similar way, and is:

−Sy
∂ψφ
∂t
− φ∇ · (K∇ψφ) +K∇φ · ∇ψφ = −δ(x− xi)δ(t− ti) (A.16)

In this case, the sensitivity of the i-th head observation with respect to the j-th log-conductivity value is:

∂φi
∂Yj

=

∫

Vj×T

Kφ∇φ · ∇ψφ. (A.17)
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Appendix B. Spectral Decomposition

To determine a truncated spectral decomposition of the matrix Nlike, i.e., compute comparatively small matrices Ur

and Λr with

Nlike ≈ UrΛrU
T
r , (B.1)

where Λr has the partial spectrum on its diagonal and Ur contains the corresponding eigenvectors, we generate r inde-

pendent and identically distributed Gaussian random vectors Vi, 0 < i ≤ r, of size (mY +mβ)× 1 with:

Vi ∼ N
(
0, σ2

r

)
(B.2)

and a comparatively small value of σr. For each of these directions Vi, evaluate the expression:

Wi := NlikeVi (B.3)

= Q
1/2
prior(H

z
V)TQ−1

zz Hz
VQ

1/2
priorVi

≈ Q
1/2
priorFψ

(
Q−1

zz ·(
F
(
Vopt + Q

1/2
priorVi)

)
− F (Vopt)

))

in which the multiplication with Hz
V has been approximated by applying the non-linearized model F(·), and the multipli-

cation with (Hz
V)T by applying the adjoint model Fψ(·) as detailed in Appendix A. This approximation is valid because

the random vectors Vi have small values.

We now construct the matrix P containing the random parameter vectors Vi as columns and the matrix W containing

their images Wi = NlikeVi as computed above. This construction requires r + 1 runs of the forward model F(·), r runs

of the adjoint model Fψ(·) and 2r applications of FFT for the multiplication with Q
1/2
prior. Then W is an approximation

of the range space of Nlike, with eigenvectors of Nlike being more likely to lie in or be close to the span of W the larger

the corresponding eigenvalue is.

We compute an orthonormal basis of the span of W using a stabilized alternative to the Gram-Schmidt algorithm and

store it in a matrix S. We compute the spectral decomposition of a condensed representation of Nlike:

B := (STW)(STP)−1 = CΛrC
T ≈ STNlikeS. (B.4)

Note that all matrices assembled in the construction of this matrix B and its decomposition are of size r × r and may

therefore easily be inverted or used in classical matrix transformations. Since S is an orthogonal matrix, the spectrum

Λr of B is (an approximation of) a subset of the spectrum of Nlike, and the corresponding eigenvectors of Nlike may be

computed through:

Ur = SC. (B.5)

The result is the decomposition of Nlike needed for equation (42). See algorithm 2 for a summary.
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